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In the decades-long discussion of how to manage data, one branch of the conversation has always confused me.  Since the latter 1960s, the text community has grappled with the inherent contradiction that lies in all textual material; it must retain its rich, flowing nature in order to retain its meaning and coherence, but it must also be viewed as a collection of overlapping logical structures in order to be properly automated. This isn’t much of a challenge for a reasonably well-educated human--the brain just works that way--but it has proven a real challenge for the computer industry.

Since 1969, when Charles Goldfarb matured the idea of placing logical tagging in the text and then creating the logical access structures as companions to it, the automation industry has had the essential key to this riddle.  Goldfarb’s brainchild, SGML, and its progeny XML, were brilliant attempts to create a richly identified and highly accessible text resource without destroying its essential flow and elegance.

SGML had its problems realizing that goal, primarily because the software industry never saw value in creating affordable tools to work with the complexities of SGML tagging.  Consequently, the value of SGML content, locked in its tagging structure, never became as easy to leverage as it should have been.  In the early 90s, one vendor, Open Text of Canada, developed an elegant SGML repository known as “PAT” (named after the particular indexing scheme it used.)  PAT could make SGML act exactly as if it were a database, searching, accessing and locking any SGML structure without changing the original text document at all.  But PAT was a product before its time and it failed to achieve the business success it needed to remain in the market. Even so, the path was clear--computer processes could successfully leverage structured text without turning it into something other than text. This vision lived on in the development of XML partly through the participation of Tim Bray, a key Open Text thinker.

XML solves the problem.  

Extensible Markup Language, developed by people who had lived through the SGML wars, has made richly tagged text accessible and affordable.  Partly through its simplified structure, but more likely due to its association with the burgeoning Internet and World Wide Web, XML attracted the attention and resources of the global software industry.  The industry and its luminaries responded by generating a blizzard of inexpensive or free software designed to make content tagged in XML as accessible as a database or text index, without changing its structure.  Through concepts like the Document Object Model, Xpath, Xquery and their supporting software tools, text can now be treated interchangeably as a coherent flow of thought or a logical map to the structures within it, all without changing it.

Not everyone seems to understand.

Despite this, many firms offering software supposedly designed to manage XML content can’t seem to give up the myth that text is difficult to work with logically and must be shredded and stuffed into other data structures in order to make it usable.  This characterization does not describe those database approaches that store documents as BLOBs (binary large objects.)  This software approach, of which there are several, literally punts on the correspondence between text and databases, using DBMS technology merely as a substitute for the file system by storing entire document components.  Likewise, it does not apply to XML generated by wrapping database content elements for interchange, a legitimate and very different definition of XML and its value.

The forms most often seen in the text world are “relational” or “object oriented” databases, two very capable content management approaches, neither of which handles text very well.  Indeed, the original development of SGML was partially driven by the very inability of early  “database” technology to handle the subtle structures found in text.  While the use of database technology is sold by its purveyors as a plus and can be made to work to a limited extent, breaking richly-tagged text up into pieces, taking the tagging out of it, or exchanging the XML tagging for other types of tagging contributes little to the value or accessibility of content.  It does, however, change the nature of the content and the challenges of managing it.

Text has Unique Characteristics

An old saw asks “what do you get when you cross text with a database?”  The answer is “You get ‘E.’ ‘X.’ ‘T2.’ …You figure out what it means.”   The germ of truth here is that text contains things that only work when their structure, nesting and sequence is maintained.

Indeed, text structures often break virtually every assumption of database technology and seldom map well from one form to the other.  Handling them makes the database approach expensive and complex to the point of being tortured.  Breaking up coherent text into small pieces also creates a massive task of keeping the pieces straight, reassembling them when they’re needed and dealing with the fact that the textual content doesn’t really exist until the vendor’s software recreates it, which it must do virtually every time the text is to be used or modified.  

In pure logistical terms, this creates an excessive and potentially dangerous dependency on a single vendor (the one whose software owns the mangled content and is the only resource capable of doing anything with it.)  From a cost perspective, this pervasive transformation of text to/from a database creates a major computing load that grows as the vendor’s software struggles to disassemble and reassemble content as users request and release it.  Finally, complex database environments require considerable care and tending, often leading to increases in technical, but non-productive, staff.  Because databases are designed to work best with pieces of data that have no inherent flow or hierarchy, these challenges are often lost on DB designers until their text-related efforts have to perform.  

To me, this makes little logical or economic sense.

My objections are five-fold:

1. Shredding text for insertion in a database creates a single point of failure because the content exists only in the vendor software’s ability to recreate and deliver the shredded material.

2. Using a database where one is not truly needed or capable merely adds cost and complexity to the content environment but adds no real value or productivity.

3. Shredding text for storage makes the rich library of XML utility and transformation software irrelevant because, in its stable state, the XML no longer exists.

4. Establishing, storing and sourcing the necessary meta data to reassemble shredded content can be, and often is, highly complex and unstable.

5. Today, XML-related software, from utilities to editors to native XML repositories like Software AG’s Tamino, make the shredding of XML content literally unnecessary and never the simplest and most productive design approach.

Why is content shredding still being sold and defended in the text industry?

Unless I am missing something, there can be only a few possible reasons:

· Those advocating content shredding sometimes have a financial stake in selling products that treat it that way. 

· Those advocating it sometimes don’t understand that text is subtle and unique, and that XML is fully supported by software to make it accessible in its native format.

· Those advocating it often fail to see that shredding the text in order to manage it destroys its flow and elegance, and can create serious data integrity problems.

· Those advocating it see the world through the filter of database concepts and technology and simply can’t conceive of handling data any other way.

Whether due to one or a combination of these, the reasons for this myopia are less important than the effect of their application.  Richly tagged XML text is fully processible in its raw state and should be maintained that way.  It’s expensive, limiting and potentially dangerous to shred it. 

In short, XML structured text and the visionary thinking from which it sprang deserve more respect than is embodied in the attempt to force fit it to database technology.  While there might have been some excuse for this “square peg-round hole” thinking in the “old days” of SGML, we can do better today.  Text content, the bulk of society’s recorded wisdom, will not contribute fully to our civilization until we do.
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